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ABSTRACT

We make a case for the migration of Design Rule Check (DRC), the first step in the modern VLSI design process,
to a model-based system.

DRC uses a large set of rules to determine permitted designs. We argue that it is a legacy of the past: slow,
labor intensive, ad-hoc, inaccurate and too restrictive. We envisage the replacement of DRC and printability
simulation by a signal processing and machine learning-based approach for 22nm technology nodes and beyond.
Such a process would produce fast, accurate, autonomous printability prediction for optical lithography.

As such, we built a proof-of-concept demonstrator that can predict ORC problems using a trained classifier
without the need to fall back on costly first-principle simulation. For one sample test site, and for the ORC Line
Width error type ORC violation marker, the demonstrator obtained an Equal Error Rate of ca. 4%.
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1. INTRODUCTION

Since the early days of VLSI, layouts have been drawn according to a set of design rules, which attempt to abstract
what will or will not manufacture. These rules typically specify minimal dimensions for circuit structures and
minimal distances to avoid shorts or defects. With so many, often complex, rules, even enforcement can become
extremely difficult. By their nature they are excessively conservative, yet yield manufacturing problems. The
rules are, in a sense, artificial and an arbitrary abstraction for the purpose of offering a simple drawing scheme.
By removing this intermediate abstraction, better exploitation of new technology nodes should be achievable.

Over the past 10-15 years, practically every foundry in every CMOS technology node introduced SRAM
memory cells, containing so-called technology waivers, violations of design rules negotiated and agreed with
the manufacturing facility. Layouts are often drawn already in physical mask dimensions and no further post-
processing is needed, with gains of 20 to 30% area not uncommon. Why stop at SRAM? By the methods
describe, we believe qualitatively similar results for other layout building blocks, including Standard Cells and
tiles of memory generators, are achievable.

Design Rule Check (DRC) pronounces patterns printed that do not, while those valuable from a design
perspective and would print correctly can be erroneously excluded. It is in a sense a legacy of the past, and
slow, labor intensive, inaccurate and restrictive. The number of rules makes dependency tracing hard. Even
after substantial extension of the rule set, a satisfactory yield during manufacturability does not result, and the
design must be revisited multiple times before reaching production stage.1

We make the case for the migration to a model-based system, using a signal processing and machine learning-
based approach for 22nm technology nodes and beyond. The envisaged design process would produce fast,
accurate, autonomous printability prediction for optical lithography. The proposal is built upon previous at-
tempts to restrict the number of potentially allowed patterns and structures.1–3

In AI parlance, DRC is a rule-based expert system deployed to aid a design decision process. Rule sets
are traditionally derived from humans studying learning samples, creatures not typically adept at capturing
multi-dimensional dependencies. In pattern classification, feature space metrics have largely replaced rule-based
learning systems.

It is thus natural to investigate whether a learning, model-based approach can replace the current traditional
rule-based DRC approach. We call this new method Printability-Predicting Classifier (P2C).
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Figure 1. Existing VLSI design cycle.

1.1 Outline

In Section 2, we outline why we think DRC is a legacy of the past, as well as discuss previously known alternatives.
In particular, we show in Section 2.1 how DRC can often be excessively conservative (not “letting things through”)
while also erroneous (“letting things through” that in the end do not print). Section 3 describes how we see a
VLSI design rule-free world, taking the lesson of AI – that statistical models usually beat expert systems – to
develop a model-based approach we call P2C. Section 3.2 shows how we built a demonstrator of the model-based
approach. In Section 4 we reach some conclusions together with an outlook.

2. DESIGN RULE CHECK (DRC) - THE OLD PARADIGM

DRC, as shown in Figure 1, is the first step in the modern VLSI design process. It uses a large set of rules in
order to eliminate or exclude non-printable design patterns from the layout. The current process has the some
drawbacks:

1. Generation of a very large number of rules, which also tend to be excessively conservative so as to avoid
yield problems in manufacturing.

2. Complexity and number of rules.

3. Hard cases make bad law, with rules linked to encountered printing problems rather than any underlying
physical phenomena.

4. Non-scalablity to new technology nodes. There is uncertainty as to which old rules should hold, and new
ones must be added through labor-intensive non-automated error analysis.

2.1 DRC is conservative and erroneous

Even after substantial extension of the rule set for sub-100nm technology nodes, satisfactory yield during manu-
facturability does not result, and the design must be revisited multiple times before reaching production stage.1

At the same time, the requirements resulting from the optical properties of the printing process drive rapid
escalation in number and complexity of the rules.3

Creating rules requires a labor-intensive, collaborative effort at the early stage of each technology node.2

In spite of that effort, the principles driving the creation and use of DRC in combination with the growing
complexity of the job at hand causes3 printable patterns to pass that do not print reliably, and patterns valuable
from a design perspective and would print correctly to be erroneously excluded.

The potential scale of the DRC accuracy problem can be seen in Figure 2. This example is illustrative. The
data was produced from a sampled synthetic data set of VLSI structures. Only DRC markers related to ORC
problems are included. Those related to, for example, intra-layer overlapping are not ignored.

From the viewpoint of DRC accuracy, there are three main types of structures:

1. Accurate: DRC error marker exist if and only if an ORC marker exists.
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Figure 2. Sample proportion of VLSI structures in a synthetic set labeled correctly (DRC error marker exist if and only
if an ORC marker exists) and incorrectly by the DRC routines. DRC errors are labeled in bold.

2. False Positive: the structure bears a DRC marker although ORC labeled it problem-free.

3. False Negative: the structure bears no DRC marker although ORC labeled it problematic.

In the example shown, DRC commits both false positive and false negative errors. It is clear that procedures
are tuned to remain on the ‘safe side’, preventing false negatives (missed detections) at the cost of disallowing
many problem-free structures.

Our future work includes a more substantial study to determine just how widespread this with real-world
data.

2.2 Known attempts to address DRC deficiencies

Restricting the number of potentially allowed patterns and structures is a strategy existing in the literature. For
example, Jhaveri et al. propose to reduce drastically the number of patterns so as to restrict the design space
to those shapes and constructs guaranteed to be printable.2 A similar approach, which postulates radical layout
regularization for 32nm technology node, is referred to by Liebmann et al. as prescriptive layout design.1

A Venn diagram in Figure 3 illustrates restricted design in the context of the proposed replacement of the
DRC. Dai et al. acknowledge the problems haunting current DRC procedures3 and propose a semi-automatic
generation of new DRC rules (referred to a DRC Plus). DRC Plus rules are created through identification of
classes of design patterns that are likely to cause printability errors. Those patterns are forbidden and removed
from the design space, which is a conceptually similar to the prescriptive design principle. As the authors admit,
the application of the DRC Plus may still eliminate perfectly printable patterns from the design space, and may
still allow non-printable patterns.
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Figure 3. Relationship between the entire design space, subspace of DRC-violating patterns, and the subspace of actually
non-printable patterns identified by the P2C.



Training a classifier

Training 

Layouts

PRINTABILITY

PREDICTION

Transformation

Predicted 

class label

TRAINING (LEARNING)

Groundtruth

(class 

labels)

Dividing layouts into 

pattern tiles

Classification

(printability 

prediction)

Unseen 

Layouts

Transformation

Dividing layouts into 

pattern tiles

Figure 4. Training (learning) and target deployment of the classifier (P2C).

3. A NEW RULE-FREE VLSI DESIGN PARADIGM

We envision a model-based VLSI design tool as a functional replacement for current DRC. In this section, we
look in general at why we think this is a worthwhile endeavor, and then describe more concretely P2C.

3.1 From rules to models – a lesson learned from AI

In the language of AI, DRC is a rule-based expert system4 deployed to aid a design decision process. It is a
list of “if A then B” statements, where A is a particular set of measurements of the design, and B is a decision
regarding the printability of a given layout fragment. Traditional rulesets are derived from human observations
of learning samples of those that do and do not pass. In this sense, it is a system describable in terms of machine
learning theory. Learning though has traditionally been delegated to humans, who are well known for not being
adept at capturing dependencies in multiple dimensions.

While the space of A can be extremely diverse, B is basically equivalent to a classifier that decides between
two classes: printable or not. Although this dichotomization could be executed by a rule-based system, such
systems have had limited success in pattern recognition.5 In practice, rule-based learning systems in pattern
classification have been largely replaced by feature space metrics. It seems intuitive to similarly replace a rule-
based, traditional DRC approach by a learning, model-based method. We propose P2C, whose learning and
testing stages are depicted in Figure 4.

3.1.1 Learning stage

The underlying assumption of P2C is that shape printability can be treated as a stochastic manifestation of a
series of deterministic physical phenomena that happen during the lithographic process. As such, printability
can be thought of as approximately correct learnable or PAC-learnable,6 and a classifier can be trained using
observed samples. Training samples can originate from actual designs or from enumerated pattern sets. The
training patterns are assigned ground-truth class labels based on full-chip printability simulations.7 The objective
of training is to minimize the empirical risk of misclassification of a given pattern, where the risk is a function
of the error rate and error cost.

A representative set of synthetic VLSI patterns which cover the space of printable design shapes can be
generated by tools for enumerated pattern generation. These tools can also generate patterns that purposefully
violate current DRC rules (shown as the yellow ellipse in Figure 3). We propose to use these to identify those
erroneously identified by DRC as non-printable, as well as the actual non-printable patterns erroneously passing
DRC. By exhaustively simulating and examining the entire design space and the space of errors, one can be highly
confident of having sufficient data available to train statistical classification models. Considering the complexity
of the classification task at hand, we acknowledge the possible need to construct a classifier ensemble.8 At each
step of this process, the expertise of those involved can be used so as to ascertain results relevance to the demands
and constraints of the lithographical process.

In this way, the faster, classification-based approach can predict printability without recourse to full chip
simulation. The major computational burden lies in the off-line training process. The actual online classification
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Figure 5. Envisaged new VLSI design cycle.

of unseen patterns (printability prediction) requires only computation of the sign of the distance from the decision
hyper-surface (derived in training) to the point that represents the classified pattern in the feature space.

A VLSI process that incorporates the proposed model-based tool is shown in Figure 5. One way of incorpo-
rating it is as an offline printability check, where a readily available, pre-existing layout is checked for printability
within the given technology node. P2C is then used to scan the entire layout for printability defects, sending
them, when appropriate, for manual or automatic retargeting. Online design can also be supported, where P2C
is used as a fast tool for printability checking while design is underway. The tool can be made interactive, visually
marking probable printability problems on the designer’s desktop. For layout design using an automated tool,
P2C can provide fast and accurate input for global layout design optimization. In the latter case, the design
process can also take into account factors such as compactness and power.

3.2 Printability-Predicting Classifier: a sample demonstrator

As a proof of concept, we built a simple P2C demonstrator, whose goal was to devise a system that can predict
ORC problems using a trained classifier, as outlined in Section 3.1, without the need to fall back on costly
first-principle simulations.

For demonstration purposes, we focused on one type of ORC violation marker – the Line Width error. This
occurs when the width of the wire printed on the silicon falls below a particular threshold. We obtained a sample
of the Line Width error examples from an enumerated synthetic layout. For each example, we extracted a set
of descriptive two-dimensional Discrete Cosine Transform features, and then trained a sample P2C using the
extracted features. The trained classifier was applied to detect the line width errors in other structures, unseen
during the training phase. An example of such structure is shown in Figure 6.

The left panel shows the entire structure under scrutiny. The red square denotes the local neighborhood
magnified in the right panel. The green dots show the structure sampling points, taken along the medial axis
of the structure polygons, that are not contained within an ORC marker. The red points show the locations of
sampling points contained within the ORC marker. The classifier goal was to detect the red points. Classification
occurred at each sampling point. If an ORC problem was detected, a red circle was shown.

Accuracy was measured by comparing the number of actual ORC problems (sampling points contained within
an ORC marker) to the number of detected ORC problems. Using a sample test site we obtained the Equal
Error Rate of ca. 4%.

4. CONCLUSIONS

We discussed the shortcomings of the existing DRC procedures, and proposed an alternative approach. DRC,
a legacy of many years of heuristic development in former technology nodes, has become cumbersome and
increasingly impractical. We suggested drawing upon other expert systems applications, where long rule lists
have been successfully replaced by more powerful and compact non-deterministic classification and prediction
tools, and described our view on the possible application scenarios of thus constructed printability predicting
classifier. Finally, we have briefly described a simple proof of concept embodiment.

The goal of this paper was to advocate an alternative methodology. Much further work is needed. We
acknowledge the many challenges ahead, both technical and logistical. We believe the case is strong enough.
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Figure 6. A sample screenshot of the demonstrator of the P2C concept.
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